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Subversion Version Control System


Introduction to Subversion

Subversion is a version control system which endeavors to replace CVS. It is compatible with Linux, Unix, Solaris and Windows.
In the present, IPST makes use of an FTP Server as a central storage facility. This facility houses installation packages, configuration files and product documentation for a variety of projects and applications. However, allowing anyone to add files to the FTP Server includes the risk that important files may be overwritten. An innocent file upgrade may destroy an important earlier version of an application on which current development is dependant. However, allowing no user to have management access to the server would mean that a single administrator would be responsible for the contents of the server. This one person would need to devote additional time and energy to this project and without this person, additions or changes to the server’s contents would be impossible. It would seem that having neither no one nor everyone in charge is the answer; quite the predicament.
The solution? Allow anyone and everyone to have administrative access to a central repository of data and packages using a Subversion application and file system. Subversion is a multi-platform, open-source application which endeavors to be a “compelling replacement for CVS in the open source community.” With Subversion’s version control system, no data is lost when files are overwritten. Subversion’s unique file system is essentially a time-machine, allowing anyone to travel back in time to view the repository in an earlier state. Anyone can obtain the previous versions of the files by accessing the repository during an earlier revision; including files which have been deleted. In addition, detailed logging of every change to the repository makes the process even easier.
This manual describes the day to day operational procedures for this application within the context of development in IPST at Rogers Communications Inc. There are many additional resources you may use for reference. This guide assumes Subversion v1.2.3. Subversion clients and servers run on any operating system that the Apache httpd server runs on: Windows, Linux, all flavours of BSD, Mac OS X, Netware, and others. For more information about the Subversion open-source project, visit: http://subversion.tigris.org/.

Quick start! Visit the new IPST InfoCentre! Go to:
http://172.30.6.137/
1 Installation
If you will access repositories entirely over the internet through a web browser, you do not need to install anything! However, if you want to access repositories from a server through the command line client (CLIent), the following packages must be installed for the Subversion client/server to execute on Solaris systems:
· apache-2.0.55-sol9-sparc-local db-4.2.52.NC-sol9-sparc-local
· expat-1.95.5-sol9-sparc-local
· gcc-3.3.2-sol9-sparc-local
· gdbm-1.8.3-sol9-sparc-local
· libiconv-1.8-sol9-sparc-local
· libxml2-2.6.16-sol9-sparc-local
· openssl-0.9.8a-sol9-sparc-local
· subversion-1.2.3-sol9-sparc-local

· zlib-1.2.3-sol9-sparc-local

You do not need to install any of these packages if you will not be using the command line interface client (CLIent). There are web-based and GUI applications you can use for repository access. This manual will document both.
2 Operations

( NOTE: You will be required to enter a RADIUS username and password for all operations.

Repository Administration
2.1 
Creating a Repository
Web Client: Browse to the Repository Index on http://172.30.6.137/, enter the name of your new repository and click “Create Repository.” The directory structure, permissions and initial logging is created for you.

CLIent: SSH into VPNREG1 (172.30.6.137) and navigate to /opt/svn/. Enter the following:
$ svnadmin create <name of repository>
$ chown daemon:daemon <name of repository>
The Apache web server runs as user daemon. Ensuring that the repository is owned by the same user that apache runs under will prevent any potential access problems for the Web client.
NOTE: The Web Client’s interface will automatically load in the pre-defined conventional directory structure for a repository. This structure is as follows:
/bin


Binaries
/bin/third-party
Binaries supplied by external providers
/doc


Documentation / Configuration
/pkg


Packages
/pkg/third-party
Packages supplied by external providers
/trunk

Source code
It is recommended that these standards are followed in order to allow all users to find any data in any repository with ease.

Basic Operating Procedure
2.2
Check Repository and Test Connection
Test your client’s ability to contact the host and the stored repository within.
Web Client: Just navigate to the repository index and see if the repository is present.

CLIent: 
$svn info http://172.30.6.137/svn/<repository> --username <user>
A successful test looks something like this:
# svn info http://172.30.6.137/svn/test --username david.h

Authentication realm: <http://172.30.6.137:80> Direct SVN acccess (read/write). Enter RADIUS credentials.

Password for 'david.h':

Path: test

URL: http://172.30.6.137/svn/test

Repository Root: http://172.30.6.137/svn/test

Repository UUID: 1d269246-a60e-0410-936c-aa6644464b12

Revision: 2

Node Kind: directory

Last Changed Author: david.h

Last Changed Rev: 2

Last Changed Date: 2006-03-21 13:07:01 -0500 (Tue, 21 Mar 2006)
Once you have entered your username and password for RADIUS, your credentials will be cached so you do not need to enter it again. The --username switch will be omitted from here on.

2.3
View Contents of a Repository
Web Cient: At this point, you can begin to discover how ViewVC dynamic html files display a Repository through any web browser. In a web browser, go to the url for the IPST InfoCentre, login with your RADIUS login, click “Repository Index” and navigate to your repository.
CLIent: Perform the following…
$svn list [-v|-r<rev>|-R] http://172.30.6.137/svn/<repository>{/path/}
-v
List contents with verbose output

-r Display the contents as they appeared at the revision number specified

-R
List contents recursively

To see all commands, type svn help list.

A successful list looks something like this:
# svn list -v http://172.30.6.137/svn/subversion/
     20 root                Mar 20 16:17 bin/

     28 david.h             Mar 21 13:53 doc/

      1 root                Mar 09 11:01 pkg/

      1 root            115 Mar 09 11:01 subversion.txt

     21 root                Mar 20 16:21 trunk/

2.4
Add Files and Create Directories
Web Cient: Using the web interface, there are graphical elements which allow you to upload files and create new directories. 
Directories: The application will prevent you from creating directories which already exist or have the same name as an existing file.
Files: When you upload a file, it is added normally to the repository. However, if a file of the same name already exists in the current directory, it will be uploaded as a revised copy of the file. If the files are identical, no action will be taken.
CLIent: You can create directories and add files to repositories without having to create a local working copy.
Directories: 
$ svn mkdir http://172.30.6.137/svn/<repository>{/path/}
Files: 
$ svn import <path/to/file(s)>/
   http://172.30.6.137/svn/<repository>{/path/}{filename}
Subversion expects the -m switch for all imports and entering some kind of information into the log is required. It was omitted above for simplicity, but you are still required to enter something for the log.

NOTE: You are not permitted to upload a file of the same name. If you want to update a file in the repository, use the web interface instructions as above, or follow the procedure outlined in 2.5.

Each successful import action promotes the revision number for all files in the entire repository. One may at first think this is strange because all files untouched since the last import would intuitively stay the same revision index. However, Subversion encourages revision numbers to be treated as a time index; referring to each file’s state at the time of an action on the repository. This does indeed imply that a file at revision 1 would still be identical at revision 200 if the only changes to the repository are the addition of files. 

2.5
Download Files and Creating Working Copies
Web Cient: Using the web interface, you can use the “Download” links to download individual copies of files at any revision you like. This action is identical to the export functionality described below for the CLIent. It is not possible to create working copies from the web interface.
CLIent: When downloading files directly from the repository, Subversion assumes you want the most recent and up-to-date copy. However, remember that older versions of files have not been lost or overwritten. 
$ svn export svn://172.30.6.137/svn/<repository>/<path>
  {-r <revision of file>}

If you do not include the –r switch, Subversion downloads the newest file. Otherwise, the file(s) matching the provided revision number are downloaded.

In a Subversion repository, no data is lost when files (binary and/or ASCII) are changed or overwritten because Subversion was deliberately designed to never lose information. Subversion revisions are immutable data trees which build upon one another.

For the following example, consider uploading a newer version of an application package to the repository.

First, you need to create a local workspace containing a Subversion file system. This ensures that Subversion can keep track of which files have changed, when and how. This is accomplished with the following:
$ svn checkout svn://172.30.6.137/svn/<repository></path>
   <local directory/>

This will download the file(s) and their histories in the repository at the path provided into a local directory (which will be created if nonexistent) which is known as the “working copy.” Although the directory appears to be a normal directory, Subversion metadata is stored in hidden directories.

Second, make your changes. This could involve anything from adding text to a readme file or simply overwriting a binary file. 

NOTE: While you can edit your files with whatever tool you like, you shouldn't change the structure of your working copy without letting Subversion know what you're doing. Use the svn copy, svn delete, and svn move commands to change the structure of your working copy, and use the svn add command to place new files and directories under version control.

Thirdly, verify that changes you have made have been correctly detected by Subversion. From within your working copy, execute the following:
$ svn status 

If desired, you can add a -v switch for verbose output.

Finally, commit your changes to the repository. Once again, Subversion insists upon some text to append to the logs to explain your changes.
$ svn commit -m "Insert your comment here." 

Dave Heppenstall


4 April 2006


IPST





(





(











1

