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Lecture 01 – CIS 473: Pattern Recognition
8 January 2008
There will be NO lecture notes online.

The Project
▪ Proposal will include background literature review, how to define the problem, an abstract, introduction, research methods and of course, references.
- What is the problem you want to solve? How will you solve this problem?
- You are not expected to have positive results – i.e. it may not work. However, ensure that you have well-documented results and try to explain what happened.
▪ The final written report will be like a research paper (include an updated proposal.)
- You will require one co-authored report for each pair.
- You may study a specific problem in science, like medical images, et cetera.
▪ The demonstration will show off your software with a period for questions and answers.
▪ You may consider the presentation a general step for background towards your project.

Lecture 02 – Pattern Classification
10 January 2008
There will be a TA for this course, treat him as a friendly advisor.

Introduction to Pattern Classification
▪ The word “pattern” is actually not well formally defined.
- If you see something that repeats, how do you know it will continue to repeat?
- The word is used loosely as a way of describing exactly what is to be investigated.
- Engineers consider a pattern to be an N-dimensional vector.
- Roughly, it focuses on the procedure in developing algorithms that classify data.
Classifying Process
▪ Pattern classification can be divided into a number of phases.
▪ Pre-processing of the data must be done before everything else: 
- Define representation. This is the definition of what you want to represent. E.g. if you are looking at an image of a fish, the representation may be some kind of measurement of the fish: colour, length, et cetera…
- Define measurements. Identify how to measure this fish, what machine you are using and how to sense it. The measurement definition may include ways to improve the representation the representation (e.g. how to improve a dark image of a fish).
▪ Feature extraction: 
- Identify features. Using properties and comparisons, try to identify which features are the properties for comparisons. Different choices of features will affect your outcome.
- Transformation of features. If there is a relationship (for whatever reason) which can be defined by a function comparing two properties (e.g. if the weight is related to its length), then you can re-classify which feature you are focusing on.
▪ Classification: 
- Decision (class labelling) action. Assign a class label, based on some kind of criteria.
▪ The whole reason behind a classification scheme is to produce some kind of a basic model and determine a procedure for making predictions based on that model.
▪ How long has this type of process been part of the human condition?
- Aristotle wrote in his, Historia Animalia, volumes of the identification of animals.
Information Flow of Pattern Classifiers
▪ We tend to think of pattern classification as a one-way algorithm. However, we may require a backwards step back up the chain to make refinements or changes to existing decisions or assumptions.
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▪ In the general case, information can flow both ways:
Classification Decisions

▪ You want to determine the best discrimination (differentiation) between the two classes (in a histogram, for example).
- The best discrimination would have the least amount of error or overlap.

▪ Are two features better than one for classification and clustering?
- It turns out that you can add more features and get better results… up to a point.
- After the certain point, you are adding noise and the error increases.

▪ It might also be useful to weight features against other features by making some more important than others.
▪ Using a complex discriminator (e.g. a squiggly line) is probably a bad idea; not as useful for future predictions. This is known as over-fitting.
- Keep it simple (Occam’s razor): use discriminators which follow simple formulae.
- Remember, you are always going to have outliers.
Important Factors

▪ The sample data sets you use for “training” your model can be random.
- Assume that each sample is independent of each other and identically distributed.
- Remember that a training sample contains limited representative examples.
- Data may be cleaned: throw away outliers and noise.

▪ The cost in measuring a feature can be calculated from the likelihood of error.
- Some features may require a great deal more effort to measure (length, # of cells).
▪ A decision boundary (differentiator or discriminator) makes one class distinct from another. This boundary can be linear, but it doesn’t need to be.
- The dimension of the boundary depends on the number of features. E.g. histogram for one feature, scatter plot for two features, et cetera.
Concepts of Classifier Reliability

▪ Generalization. What we are trying to classify is more than a good performance on the training data, but how well it is able to make predictions.
- Remember, there is no such thing as a universal classifier.
- A good classification performance comes from fitting the algorithm to a task.

▪ Assume simpler explanations are better (Occam’s razor).
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