CIS*472

P. Matsakis


Lecture 01 – Image Processing and Vision
9 January 2007
Overview
• Field: This is Computing and Information Science, it is about what is behind software.

• Course webpage: http://www.cis.uoguelph.ca/~matsakis/courses/

• Instructor: Dr. Pascal Matsakis. 
The Course

• There will be no seminar this week. First seminar will be on Jan 17th. It is required.
• There is no required textbook. There is lots of material in the book, far more than we will cover. Seminar material will be tested! Go to the seminars!
• Start any e-mail subject line with “4720…”

Lecture 02 – Introduction to Digital Imaging and Fundamentals
11 January 2007

Origin
• Digital Imaging has an origin in the 1920s when photos were sent by cable from London to New York, processed and reproduced.
Interest

• Medicine, geography…

• Most images are based on radiation from the electromagnetic spectrum.
• Examples: Gamma ray imaging for bone scan, X-ray imaging for circuit boards, Ultraviolet imaging for corn diseases, visual spectrum imaging for fingerprinting and currency, infrared imaging for global inventory of human settlements, radio imaging for an MRI image, ultrasound imaging for pregnancy, synthetic imaging for something completely different.
Fundamental Steps in Digital Image Processing

[image: image1.wmf]"

• Low Level: Acquisition and improvement of pictorial information for human interpretation and analysis. Outputs are images.
1. Image acquisition (scanner / camera).
2. Image Pre-processing.

- Restoration (noise reduction).

- Enhancement (brightness, contrast, colour).
• High Level: Autonomous machine perception. Outputs are image attributes.
3. Segmentation (region division, i.e. face recognition).
4. Representation & Description (naming regions based on area, angles, shade, etc).
5. Object Recognition (Postal codes, licence plates).

• Digital Image Processing (DIP) is characterized by specific solutions.
• Techniques that work well in one area can be totally inadequate in another.

• Actual solution of a specific problem generally still requires significant research and development.

Human Visual Mechanism

[image: image101.png]


• What you see is not always exactly the same as what you should see.

( What do you see?
( What should you see?

Monochrome Analog Image 

• Function:
fa | R2 ( R


{R is the set of real numbers.}
• Mapping:
fa | R2 ( R+


a represents “analog”



fa(x, y) = i(x, y) r(x, y)






|
      |
      |

0 <= r <= 1:
Proportion of light reflected




Intensity brightness

0 <= i:
Amount of incident source light





      |
      |



      Illumination




 
       
      |




 
       
      Reflectance

• Maps are not functions, functions are not maps. 
- A map will allow values within the domain to “map” to multiple values within the range. This is prohibited in the definition of a function.
• An analog image is the function, fa | R2 ( R
- R2 represents two dimensions, i.e. the Cartesian plane.

• An analog image is also the mapping, fa | R2 ( R+. 

• Lux: The S.I. unit we will use for foot-candle. I.e. the measure of the amount of light received one foot away from a candle. On a clear day, the ambient illumination is about 9000 foot-candles. On a cloudy day, it is about 1000 foot-candles.
• However, what you see also depends on the objects that are being hit by the light, the reflectance. r is a number between 0 and 1 to refer to an object’s reflectance. Snow has a high reflectance and would probably be around 0.9.

• An image is also a surface in the 3-dimensional plane. Z = fa (x, y).

• M (x-axis), N (y-axis) and L (z-axis) are the parameters you will use to determine the equation of the analog image plane: fa (x, y) = (L / N)y
Lecture 03 – Fundamentals II
16 January 2007

( Our TA can also be called Michael. The final office hours for the TA and the Prof are yet to be determined (Check the site). For assignment questions, go to the TA; for course questions, go to the Prof. Your programs will need to be submitted digitally to the TA now. A.k.a., no cheating allowed. In two weeks, assignment one is due. 
Monochrome Digital Image
• Function:
f | Z2 ( Z


{Z is the set of integers. …-2, -1, 1, 2, 3…}

• Mapping:
f | Z2 ( N


{N is the set of natural numbers. 0, 1, 2…}



[ (x, y), f(x, y) ]  ( image element / picture element / pixel / pel




   |
      |




   Location |


Pixel: Picture element.





      |



      Gray Level

• A monochrome digital image can be represented by a Cartesian set of co-ordinates. The rectangle “pixels” can each have possible values (grey levels) of 0 <= f(x, y) <= L-1. There are 256 different grey levels (0 to 255). Therefore, L = 256.
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• The image is really a rectangular matrix: M = 2m , N = 2n , L = 2l . 

f(0,0) f(0,1) … f(0,N-1)

f(1,0)

 …

…

 …

f(M-1,0)   …    f(M-1, N-1)

• Anything outside of this rectangle will be a value set to zero: 
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y
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Z, (x<0 or x>M or y<0 or y>=N) ( f(x, y) = 0.

• The equation of the digital image plane: f (x, y) = The ceiling of: ( (L-1) / (N-1) ) * y
[image: image104.png]UNIVERSITY
»GUELPH



Digitization
[image: image105.png]


• To go from “fa | R2 ( R+” to “f | Z2 ( N” is called digitization, sampling or quantization.
• We will obtain f (x’, y’) from fa(x, y). x’ and y’ are x prime and y prime because they need to be constrained.
• We don’t have an answer yet for how we will equate the functions so that we don’t lose any information. (I.e. how we will distinguish between full moon and complete darkness). Linear doesn’t seem to work. We’ll work on the formula next class.
Lab 01 – Image IO and Image Scaling
17 January 2007

( The TA’s ftp website: ftp://131.104.49.49/cis4720/.
There will be reference documents and sample demos for all assignments!

Assignments

• For each assignment, you will need to load the image, manipulate it in some way and then display the final image.

• You may code in either C or Java. In Java, there is a class called Image IO for you to use. Also check out: “Imagej” a free software add-on for Java.

• On the website, there is already an example C file to open a .pgm file.

Image Scaling
• The first assignment will be about image scaling.

• A monochrome digital image is stored as a two dimensional array with each cell representative of a grey level.

• Scaling: Changing the size of an image with m (width) by n (height) dimensions to a new size image with m’ (new width) by n’ (new height) dimensions.
G(x, y) ( G’(x, y)
where G’ is the new image.
qw = m’/m and qn = n’/n

• Mapping Equation: G’(u, v) = G(x, y)
Formula for x and y in lab notes.
• In order to calculate the value of a pixel which is a non-integer, we need to use interpolations.
Image Scaling Example

• We have a 2 x 3 (m x n) image we want to scale up to a 4 x 9 (m’ x n’).
- The four corners are the easiest to map, they are simply a direct copy.
- But what about a pixel in the middle of the new image? Like (1, 5):
[image: image106.png]



• The position in the new image (1, 5) maps to a non-integer position in the original image. This position can be calculated:

G’(u, v) = G(x, y)
where:
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G’(u, v) = G(0.33, 1.25)

• We now need to determine what the grey-value of this non-integer position should be. We can solve this problem using three interpolation methods…
( Method One: Nearest Neighbour

• In our example, the pixel (0.33, 1.75) has four neighbours. Select the nearest pixel in the original image and get the image information!

• G(x, y) = G(x’, y’) where…

From our example:
x’ = ground(x + 0.5) 

x’ = ground(0.33 + 0.5) = 0
y’ = ground(y + 0.5)


y’ = ground(1.75 + 0.5) = 1





Therefore, the new image pixel at (1, 5) will take





the value from pixel (0, 1) in the original image.
( Method Two: Bilinear Interpolation
• In our example, the pixel (0.33, 1.75) has four neighbours. We want to get the image information from all four of the neighbouring pixels:
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• Calculate the grey values of the two new floating pixels, (0.33, 1) and (0.33, 2), and then finally, calculate the grey value of the pixel between those two pixels, (0.33, 1.25):
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( Method Three: Bicubic Interpolation
• In our example, the pixel (0.33, 1.75) has four neighbours. We want to get the image information from sixteen of the surrounding pixels.
• This method will be completely described in the next seminar. Incomplete for now.
Lecture 04 – Fundamentals III
18 January 2007

Assignment one has been posted. It’s very, very open.
It would be a good idea to use the three methods of interpolation discussed in the lab.
Also note, the TA’s actual e-mail is: jni@uoguelph.ca
Digitization (continued) 
• Recap: To go from “fa | R2 ( R+” to “f | Z2 ( N” is called digitization, sampling or quantization.
• We still need to obtain the digital image, f (x’, y’) from the analog image, fa(x, y):

• If…
fa (x, y) < 0.001
then f (x’, y’) = 0



fa (x, y) > 10000 
then f (x’, y’) = 255



0.01 <= fa (x, y) <= 10000 then… 
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( One possible solution.
• Isopreference Curves:
isok = { (M, L) 
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N2 | siq(M, L) = k }
A subjective method of determining image quality.
Distance
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• What is d? d is a function!


d  Z2 x Z2 ( R
    (M, N) ( d (M, N)
• The four Properties of Distance:

[image: image15.wmf]"

(M, N, Q) 
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(Z2)3
(
d (M, N) <= d (M, Q) + d (Q, N)
d (M, N) = d (N, M)




The Triangular Equality.

Symmetrical.




(
D (M, N) = 0 ( M = N

d (M, N) >= 0




Definite.



Positive.
• Distance on Z2:
Euclidean (dE) = 
[image: image17.wmf]2


City-block (d4) = 2

Chessboard (d8) = 1 

City-block: 
d4((x, y), (x’, y’))
=
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Chessboard: 
d8((x, y), (x’, y’))
=
maximum(
[image: image19.wmf]|

'

|

|,

'

|

y

y

x

x

-

-

)

( We do not use Euclidean distance very often in image processing
• Chessboard Distance:
“Square Distance”

• Euclidean Distance:

“Circle Distance”
• City Block Distance:
“Diamond Distance”
	4
3
2
3
4
3
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Neighbours
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• The four neighbours of pixel p: 
N4(p) = { q 
[image: image21.wmf]'

Z2 | d4 (p, q) = 1 }

• The eight neighbours of pixel p: 
N8(p) = { q 
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Z2 | d8 (p, q) = 1 }

Adjacency
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• S, S1 and S2: non-empty subset of Z2:
- p and q are one 4-adjacent in S 
iff:
d4 (p, q) = 1 and p 
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S and q 
[image: image25.wmf]'

S
OR








q 
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N4(p) and (p, q) 
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S2

OR








p 
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N4(q) and (p, q) 
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S2

- p and q are one 8-adjacent in S 
iff:
d8 (p, q) = 1 and p 
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S and q 
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S
OR








q 
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N8(p) and (p, q) 
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S2

OR








p 
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N8(q) and (p, q) 
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S2

- S1 and S2 are 4- and 8-adjacent
iff:
S1 
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S2 = {} (The empty set) and
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p1 
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S1, 
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p2 
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S2, p2 
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N4&8(p1)
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p1 and p2 are adjacent in S1
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S2.
Lecture 05 – Fundamentals IV
23 January 2007

The TA’s e-mail is ta4720@cis.uoguelph.ca. Don’t need to use his personal address now.

Path
[image: image122.png]b





• A path, Π, is defined as existing in a non-empty subset of Z2. For example, an 8-path in S, of length 7 from p to q. (It is 8 path because the movements are diagonal).
• How is a path defined in S?

( A path is in S iff: 
Π = (p0, p1, p2, …, pn)


[image: image44.wmf]"

i 
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0…n-1, Pi and Pi+1 are 4&8 Adjacent in S.
• The length of the path is n. When there is only one element, (p) is a path of length zero.
Connectivity

• p and q are connected in S iff there is a path from p to q in S.

• Binary relation on S is defined as “p is related to q iff p and q are connected in S” which is an equivalence relation. 
- Reminder of what a binary relation is:
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- All functions are binary relations, but not all binary relations are functions.
- A = {0, 1, 2}
B = {a, b}
G is the graph of the relation, R.
- (0, b) 
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G, (0, a) 
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G, (2, a) 
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G
- A binary relation is a three set tuple.
• The equivalence classes are the connected components of S.

• They define a partition of S.

• A relationship, R is … iff …
- Reflexive
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a 
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 A, a R a



( “a is Related to a”
- Symmetric
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(a, b) 
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 A2, a R b and b R a
- Anti-symmetric
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(a, b) 
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A2, a R b and b R a, a = b
- Transitive
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(a, b, c) 
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A3, a R b and b R c and a R c
- R on A is an order relation iff Reflexive, Asymmetrical, Transitive.
- R on A is an equivalence relation iff Reflexive, Symmetrical, Transitive.
• For example:
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a 
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A, a’ = {b 
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 A | a R b }
Lab 02 – Image Scaling II
17 January 2007

( Method Three: Bicubic Interpolation
Now we want to get the image information from all sixteen of the neighbouring pixels:

Example

• Consider the original image represented by img, width and height as integers.
• We have the “floating pixel” in the middle of the neighbourhood which is represented as the target, (Tx, Ty) with both co-ordinates as floating point numbers. For example (3.6 and 2.3) is the target, so Tx = 3.6 and Ty = 2.3.
• Our goal is to find the grey value at the target pixel through interpolation.
General Solution Equations

• Parameters:
SET Xi as the integer part of Tx;


SET Xf as the fraction part of Tx;


SET Yi as the integer part of Ty;


SET Yf as the fraction part of Ty;
• General Terms:
S1= (3+Xf)3 ( 4(2+Xf) 3 + 6(1+Xf) 3 ( 4(Xf)3,

S2= (2+Xf) 3 ( 4(1+Xf) 3 + 6(Xf)3,

S3= (1+Xf) 3 ( 4(Xf)3,

S4= (Xf)3
R1= (3+Yf)3 ( 4(2+Yf) 3 + 6(1+Yf) 3 ( 4(Yf)3
R2= (2+Yf) 3 ( 4(1+Yf) 3 + 6(Yf)3
R3= (1+Yf) 3 ( 4(Yf)3
R4= (Yf)3
• Specific Terms:
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• The General Solution:
New Grey Value = 
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• Remember: You will also need to extend the original image when reaching outside of the image. You may assume all values are zero or you may use a nearby pixel. You could even reflect the image beyond the border.
Lecture 06 – Fundamentals IV
25 January 2007

Reminder: There are Image Processing talks next week. Bonus Points!

Go Monday Afternoon or Wednesday Morning.
Shapes
• Two figures, one shape is open and the other is closed.

• For the open shape, there is only one connected component in the background.
S: 4-connectivity – open
Z2 – S: 8 connectivity – (1 con: connection)
S: 8-connectivity closed
Z2 – S: 4-connectivity (2 con: connection)

( Assignment Two may be about identifying shapes in images. (Like a bunch of bright objects on a black table.) To do this, you need to know about connectivity.
• Example:
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- S is all the objects.
(Assume the image is already segmented (black/white))
- Step one: Scan the image. For each pixel, you want to know if it is in S, or not in S.

+ Look back at all the pixels that have been examined.

+ If a pixel has been labelled, set it to the same 

( Assume areas outside the “rectangle” are all just zero.

+ If a pixel is part of S, but has no labelled neighbours, choose a new label.

+ What if there are two labels in neighbours? Choose either.


- Different labels could still be the same connected component.
- When you start scanning, a matrix is empty. This is a reflexive binary relation.
- Step two: Get the transitive closure of the relation!
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Transitive Closure: Warshall’s Algorithm
• We already have a reflexive and symmetric relation. But we need it to be transitive.
- (Such that 1 is related to 2 is related to 4 becomes 1 is related to 4).
( Michael will address this in the lab, or we will get the algorithm in lecture.
• Example (Continued):
- Step three: Set all connected components to the same label.

+ Every time you find a pixel on S, we may need to re-label it.

+ The new label is based on the equivalence classes from the relation.

+ The number of segments is counted based on the number of unique labels.
[image: image65.png]quivalence classes
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New Concept: Basic Image Combinations
• Logical: The logical operator NOT can be seen as a mapping from e.g., {0;1} into {0;1} (classical logic), or [0;1] into [0;1] (fuzzy logic), [0;255] into [0;255]…
- The logical operators AND, OR, ==> can all be seen as mapping from e.g., {0;1}2 into {0;1} (classical logic), or [0;1]2 into [0;1] (fuzzy logic), [0;255]2 into [0;255]…
- Notation:


x ( | -x

255 ( 0
100 ( 155
Image Processing and Vision Colloquium
29 January 2007

By attending this conference, you gain a 2% bonus.
Dr. Jim Bezdek
• University of West Florida

• Founding editor on IEEE “Fuzzy Systems.” IEEE Award winner.

• Recently retired (as in Friday).

( Today’s colloquium: Clustering Tendency.

Pattern Recognition

• Sets of problems:
- Process Description
- Feature Analysis
- Classifier Design
- Cluster Analysis ( Validity
• The VAT Family:
- Visual Assessment of Tendency (reVAT, bigVAT, sVAT, coVAT)
Clustering

• Cluster Validity: A human assesses the success of a computer clustering algorithm.
• There is a thin line between Tendency Assessment and Cluster Validity.
- Assessment is not such a popular thing to do.
• Determining how many clusters to look for is the hardest problem in clustering.
Lab 03 – Image Segmentation
30 January 2007

Professor is sick today, so we’re having the lab instead. Lecture will be tomorrow.

Image Segmentation
• Segmentation is considered the first step in image analysis. The topic is regarded as the most difficult topic within the science of image processing.
• The purpose is to divide the image into distinct, non-overlapping, regions. We will use the regions later on as the objects. Segmentation is really just about labelling each pixel.

Segmentation Algorithms

• S(G) = GL
GL(x, y) = L


[image: image66.wmf]'

 [0..k] ( The label of each pixel resides in the set, GL
• A segmentation algorithm will take in an image and return the labelled binary image.

• Supervised Algorithms need to know how many classes we are looking for.

• Unsupervised Algorithms are more complex, but do not need user input.

• For simplicity, we will say that k=2, or that there are two different classes.
• Background pixels become black, foreground pixels become white. But where is the division between high values and low values? We need to set a threshold, T.
- Given a grey level image, 


GL(x, y) = 
0 if G(x, y) <= T



1 if G(x, y) > T

• What is T? You can set it manually if you like. But it would be nice if we could get the computer to decide the value of T. We can use a histogram!
[image: image123.png]


Histograms

• Histogram: Represents the intensity distribution in the image.
- A function, P, which maps from Integer to Integer.
- P(i) = The number of pixels with the intensity, i.
- For example, with a 10x10 totally black image…

+ P(0) = 100.

+ P(anything else) = 0.
- For another example, with a 10x10 half white and half black image…

+ P(0) = 50.

+ P(255) = 50.
• We are searching for the mean intensity of the image by using this histogram:
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( N is the number of pixels in the image.

• We can also use a normalized histogram:



[image: image68.wmf]1

)

(

)

(

£

=

N

i

P

i

P

N


where: PN(i) 
[image: image69.wmf]'

[0, 1]

• Using the threshold, we divide the image into two regions, foreground and background.
- We now want to know how many pixels are in the background and how many are in the foreground, i.e. the percentage of pixels in B (background) given T:
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( Remember, qF(T) + qB(T) = 100%

• The threshold chosen may not be the best. Now we should determine the mean intensity of the background and the foreground:
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and
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Automatic Threshold Calculations

• If we just take the average, we probably won’t get the optimum value. However, we are looking for the value T which is in the middle of a valley in the histogram.
• Algorithm: Iteration procedure.
( Iteration procedure is not an optimal threshold algorithm.
- Step one
set T = q 


( Get whole image average, make it T.
- Step two
Calculate qB(T) & qF(T)
( Get average of both regions.
- Step three
T = (qB(T) + qF(T)) / 2
( Set T to the midpoint of new averages.
- Go to step two.
- When the values of qB(T) and qF(T) have stabilized, we can set the final T value.
• Algorithm: Otsu’s Method.
( This is an optimal threshold algorithm.
- Consider the two groups of pixels:



(10.2, 10, 10.4)
(20, 10, 30)

Avg: 10.2

Avg: 20

Diffs: 0, 0.2, 0.2
Diffs: 0, -10, 10

0 + 0.04 + 0.04
02 + -102 + 102

= 0.008

= 
- Using this variance: T – B – δB(T), F – δF(T)


[image: image73.wmf]))

(

)(

(

))

(

)(

(

)

(

)

)

(

)

(

(

))

(

(

(

)

)

(

)

(

(

))

(

(

(

255

1

2

255

1

2

T

T

q

T

T

q

T

w

T

q

i

P

T

M

i

T

T

q

i

P

T

M

i

T

F

F

B

b

T

i

F

N

F

F

T

i

B

N

B

B

d

d

d

d

d

+

=

-

=

-

=

å

å

+

=

+

=


Lecture 07 – Fundamentals V
31 January 2007

This one needs diagrams and fixing… messy at the moment.

Basic Image Combinations (Continued)

• In fuzzy logic, there are infinite numbers of negation operators.

• In classical logic, there is one negation operator.

• Logical and:
[0, 255]2 ( [0, 255]



(x, y) ( (xy/255)


- An AND operation would involve accepting two images and outputting the combination.
• You should be able to look at an image and determine if it is a NAND, NOR, OR, AND or NOT.

• For example, an image of a galaxy…


f1 = f + η1

( f – perfect image and η – noise
f1 = f + η2

where…


f1 :
Z2 ( Z

η1 :
Z2 ( Z
[image: image124.png]favowan
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(x, y) ( f1(x, y)



- Σfi = nf + Σζi
[image: image125.png]High-Pass Filtering

high-boost filering (A=1)




Lecture 08 – Point Image Transformations Intro
31 January 2007

Image Histograms
• Provide a global description of the appearance (brightness and contrast) of an image.

• Give us useful information for image enhancement (brightness and contrast adjustment).

• Types:
- Hf histogram
- Hfn normalized histogram
- Hfc cumulative histogram
- Hfnc normalized cumulative histogram

Histogram Examples

[image: image126.png]
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Grey-Level Mappings
• Image enhancement (brightness and contrast adjustment)

• There is often loss of information (even if there is perceptual improvement)
Linear Mappings
[image: image74.png]M) = autb
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Lecture 09 – Point Image Transformations II
6 February 2007

Linear Mappings

• Finding the connected components using linear mappings:
[image: image76.png](a) find an appropriate threshold




Logarithmical Exponential Mapping

• If you apply a grey level mapping of a logarithmic function, low values will have a gain of greater than one and high values will have a gain of less than one. Think of the tangent to the function at points along the line.
- Increases the contrast of dark areas of the image at the expense of the bright areas.
• The exponential function will have the opposite effect. 
- For example: 

[image: image77.png]



Power-Law Mappings

• m(u) = (L-1)[u/(L-1)]γ
• When gamma (γ) is less than one, it behaves like a logarithmic function. Greater than one: exponential. With this power-law mapping, it is easier to play with the value of gamma to get the desired effect.
- MRI example:

gamma was 0.4


[image: image78.png]




- Landscape example:

gamma was 4.0


[image: image79.jpg]




• To increase the contrast more, take a higher gamma.
 • CRT monitors tend to produce darker image values because of their intensity to voltage ratio. If you apply gamma correction to the screen, you “straighten out” the curve.
- This correction will allow the original image to be displayed.
- In the following example, use a gamma value of
[image: image80.wmf]5
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Histogram Equalization

• Grey-level mapping that yields an “optimal” improvement in contrast.
 • An automatic grey-level mapping which is dependant on the input image.
- This technique is calculated using the image’s histogram.
- The resultant function would be a straight line whose slope is very close to one.

+ Linear is m(u) = u. It’s not exactly linear, but close.
• The improvement is optimal statistically, but not necessarily perpetually.
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Note: In practice, Hcn looks linear (more or less) but Hn does not look flat (discrete).

• Any cumulative histogram curve will be increasing.
- A perfectly flat line as the mapping function will create the statistically optimum equalization. (We’re talking about probability).
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• Example: Phobos.
 - We can see more details, yet visually contrast does seem to be lacking.
- What happened to the histogram? We wanted it to be flat.

+ There is a peak at the original histogram on very dark values, we just push it.

+ You could artificially distribute the new peak to get the flat map.
- We can’t get a perfectly flat histogram unless we arbitrarily pick new values.

+ A cumulative normalized histogram will always be flat. 
Grey-Level Mapping Continued

• Lets say we have an image which is M=N=10 and L=4. This is a statistically optimum contrasted image.
- What would the histogram (H) look like? 25 at each pixel. 
- And the cumulative normalized histogram (Hcm)? 45o line starting at .25.

Lab 04 – Image Segmentation II
7 February 2007

Assignment Two Breakdown

• Two parts: 
- Otsu’s threshold algorithm to separate foreground from background
- Floyd-Warshall’s algorithm.


G

( Otsu’s creates GB (binary)

( GL (labelled) using 8 neighbours

( Transit Matrix

( Warshall’s algorithm creates transitive closure matrix


( N_C_0

Image Segmentation Continued 
• Normalized histogram calculates the percentage of pixels within the image with value i.

• We are looking for the maximum variance between background (0) and foreground (1) intensities.

GL
• Create a new image for the labelled image (GL) and 
- set each cell to -1. Set current label to zero.
- Scan the binary image (GB) sequentially for foreground pixels. 
- If all 8 neighbours are -1, set the cell to the current label.

+ Increase current label by one.
- If a neighbouring pixel has a label, set the current cell to the discovered label. 
- Repeat until entire image is scanned.

Transit Matrix
• Once we have the labelled image, we need to calculate the transit matrix.
- The value of current label tells us the number of rows and columns we will need in the new matrix. (I.e. create nxn matrix where n = current label).
- Set all the elements in the matrix to zero.
- Set the diagonal of the matrix to one (items are connected to themselves).
- Now scan the labelled image.

+ At each instance of a labelled cell, check the eight neighbours.


- Update the matrix to connect neighbouring labels.


- For example, 1 and 3 are neighbours. Set (1,3) and (3,1) to 1 in matrix.
- We now have a transit matrix:



0
1
2
3
4

0

1
1
0
0
0

1

1
1
0
1
0

2

0
0
1
0
1

3

0
1
0
1
0

4

0
0
0
0
0

Transitive Closure Matrix
• We must use Floyd-Warshall’s algorithm to calculate the transitive closure.
- Check the first row of the matrix: 1 1 0 0 0

+ Check the first element, it is one. That means 0 and 0 are connected.
- Check the column where we found the 1 in the row.
- Change zeros to ones where we find objects are connected through other labels.
- If you made any changes to this matrix, you need to start over! Check the entire matrix again.
- We now have a transitive closure matrix:


0
1
2
3
4

0

1
1
0
1
0

1

1
1
0
1
0

2

0
0
1
0
1

3

1
1
0
1
0

4

0
0
0
0
0

• Count the number of distinct number of rows within the matrix.
- In our above example, notice that rows 0, 1 and 3 are identical. Also, 2 and 4 are identical. This means that there are TWO objects because we have TWO distinct rows.
- That’s it! We’re done.
Lecture 10 – Local Image Transforms Intro
8 February 2007

Convolution

 • g(x, y) is a weighted sum of grey levels from a neighbourhood (x, y) in f.
- Usually the neighbourhood is an mxn rectangle. Could be 1x3, or 5x3 for example.
• A convolution kernel, h,  creates weighting coefficients to modify the grey levels.
- A convolution kernel can also be called a “mask.”

• To compute g(x, y), you must add the products of each mask cell with the neighbourhood cell in an inverse order.
- Why go in opposite direction? Well, we don’t want to talk about advanced calculus or integrals, so just trust it and go in the opposite direction.
- Also called correlation.
- In general, with an mxn mask, h, where m and n are odd numbers…
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• To make things simpler…
“
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” is denoted by “(h*f)(x, y)” and “g” by “h*f”

[image: image88.png]h(id) Rxeiy=5) s denoted by (r*N)x)
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In other words: | g(x.y) = (h*f)(x.y) and g =h*f





• Because we are taking the weighted sum and averaging, what we are actually doing is blurring the image slightly or smoothing it out.

Examples of Convolution Kernels

• What can they be used for?
- Edge Detection (Vertical and Horizontal)
- Blurring.
- Sharpening.
• For every different mask, you will get a different result.
Computational Problems
• Consider a 3x3 mask, h, and an image, f.
- What happens if a pixel is at the edge?

+ No problem! Anything outside the image we assume to be zero.

+ However, there are different assumptions you could make.


- You could ignore border pixels to avoid the problem entirely.



+ Results in a smaller image.


- You could assume border pixels are zero (commonplace).


- You could artificially assign external pixel values arbitrarily:



+ Reflected indexing.



+ Circular indexing.


- You could truncate the kernel.
Computational Solutions

• Reflected indexing: Use the borders as a mirror to reflect the image about the axis along which the border is on. This creates a more realistic effect with smooth variations across the entire image.

• Circular indexing: Pretend the image is on a cylinder. When you reach the end of the image, start processing with the border on the opposite edge. This creates a periodic function.

• Kernel truncation: Remove cells from the kernel matrix so that you don’t need beyond border pixel values information. However, you can’t just drop the cells, you need to repair the kernel so that it is the same process.
- Therefore, if the matrix is all 1/9, we would need the new smaller kernel to be all 1/6.
Lecture 11 – Local Image Transforms II
13 February 2007

Sample midterms are posted online!

Kernel Truncation
• An image is really just a really big kernel.

• We need to alter the convolution kernel if the pixel is on an edge or on a corner…

1/9
1/9
1/9

1/6
1/6
0

1/4 
1/4
0

1/9
1/9
1/9

1/6
1/6
0

1/4 
1/4
0

1/9
1/9
1/9

1/6
1/6
0

0 
0
0
Properties of the Convolution Operation

• h: mxn kernel
f: MxN image.
- i and j represent rows and columns for the kernel, h
- x and y represent rows and columns for the image, f
(h*f)(x, y) =
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• Convolution is a bilinear operator. (As in, we need two operands).
- Assume h1 and h2 are mxn kernels, f1 and f2 are an MxN images, a
[image: image90.wmf]'

R, b
[image: image91.wmf]'

R.
- For example…

= (ah1 + bh2) * f

= h * (af1 + bf2)

= a(h1 * f) + b(h2 * f)

= a(h * f1) + b(h * f2)




h1:
2
0
0

2h1:
4
0
0


3
1
2


6
2
4


-1
1
5


-2
2
10


h2:
0
0
2
(h2 + 2(h1)):
4
0
2


0
1
0


6
3
4


1
0
0


-1
2
10
- Proof:

= [(ah1 + bh2) * f](x, y)

= Σ Σ (ah1 + bh2)(i, j) f(x-i, y-j)

= Σ Σ [ah1(i, j) + bh2(i, j)] f(x-i, y-j)

= Σ Σ [ah1(i, j) f(x-i, y-j) + bh2(i, j) f(x-i, y-j)] 

= [Σ Σ ah1(i, j) f(x-i, y-j)] + [Σ Σ bh2(i, j) f(x-i, y-j)]

= a Σ Σ h1(i, j) f(x-i, y-j) + b Σ Σ h2(i, j) f(x-i, y-j)

= a (h1 * f)(x, y) + b (h2 * f)(x, y)

Therefore…

= (ah1 + bh2) * f

= a(h1 * f) + b(h2 * f)
- This does not prove that the operation is bilinear, but it is clear that the same process could be applied to the other term in the other order to return with the same result.


Separable / Non-Separable Kernels

• It is computationally more efficient to avoid the double summation situation.
- For a 3x3 kernel, we have 9 terms so we need 8 additions and 9 multiplications.
- For a 3x1 kernel, we have 3 terms so we need 2 additions and 3 multiplications.
- It is faster to double convolve an image with two smaller kernels derived from a larger one:

-1
0
1


1

-2
0
2
* f
=
2
-1
0
1

-1
0
1


1
• Separable kernel: The kernel can be separated into multiple kernels for computational efficiency. Not all kernels are separable.
• Inseparable kernel: The kernel can not be separated into any smaller kernels.
Lab 05 – Midterm #1 Solutions
14 February 2007

ftp://131.104.49.49/cis4720/lab_5/

Lecture 12 – Local Image Transforms III
15 February 2007

The material for the midterm is up to and including today’s lecture.

Filtering
• Fourier series:
f
| R ( R

| t associates to f(t)
Assume f is periodic of period T.
- 
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- f is continuous.
- There exist A0, A1, A2… 
[image: image93.wmf]w
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- Consider the sinusoid: 
[image: image97.wmf])
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Au = amplitude
uwt = frequency
gammau = phase
- The period is 
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 • For example, what does “turning down the treble” mean? You are decreasing the amplitude for the high frequency components of the signal. Also called low-pass filtering. This would mean to blur the image.
• In Image Processing, we don’t have time anymore, we have space.
- Amplitude corresponds to grey-level values.

 • What about turning down the bass? A high pass filter. This would mean to sharpen the image.

• What is Gaussian Distribution? Used in psychology, mathematics, biology. Commonly referred to as a bell-curve. Density distribution.
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Therefore, the grey value of the new pixel in the new image at (1, 5) is 29.





Standard Intensity Histogram �(Shaded for illustration only)
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