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Lecture 01 – Artificial Intelligence
9 January 2007
Contact Information
• Instructor:
- Fei Song (THRN 1388, x58067)
- fsong@cis.uoguelph.ca
- Office: 2-3pm Tuesday and Thursday

• Teaching Assistants:
- Robert Collier and Wei Wang
- ta3700@cis.uoguelph.ca ( also submit assignments here
- Office: TBA (10:30-1:30pm tentative Monday, Wednesday, Friday)
Overview
• Fundamental concepts and techniques:
- Agents and environments
- Search
- Knowledge representation and reasoning
- Learning
• Specific subfields: game search, expert systems, decision tree learning, statistical natural language processing.

• We are in a data rich, yet knowledge poor age.
• Evaluation:
- Assignments (4 x 10%)
40%
- Midterm (After break)
20%
- Late policy: late submissions are acceptable, but there will be a reduction of 10% for one day late, 25% for two days late and 50% for three days late. After that, no marks will be given.

• Textbook:
- Stuart Russel and Peter Norvig. “Artificial Intelligence: A Modern Approach”. (Second edition. Prentice-Hall, 2003.)
• Good strategy: Just come to class regularly! Best way to learn about this field. Have your question(s) clarified as soon as possible; simple problems grow the longer they are a mystery.

Why is AI Exciting?
• Powerful: not just to understand, but to build intelligent entities.

• New: work started in mid-1940s and the name was coined in 1956 by John McCarthy.

• Broad: a wide range of subfields, such as game search, expert systems, larning, information extraction and retrieval, perception and robotics, neural networks, fuzzy logic and genetic computing.

• We tend to consider this field a “brain-teasing” field. You are used to different paradigms, and this course will help you switch between them.

What is AI?

• Four categories of definitions:
	
	Human-centered
	Rationality-centered

	Thought-centered
	Systems that think like humans.
	Systems that think rationally.

	Behaviour-centered
	Systems that act like humans.
	Systems that act rationally.


Acting Humanly: The Turing Test Approach
• Short version: AI is the enterprise of constructing an intelligent artefact.
- Intelligence: things people do well exhibit intelligence, but not all of them (i.e. bodily functions).
- Turning Test: a functional definition.

• Long version: AI is the enterprise of constructing a physical symbol system that can reliably pass the turning test.

• Artefact: We are not really changing the world; we are just going through a thinking process to capture the knowledge about an inference about problem solving. We are trying to build intelligent systems.

• Passing the Turing test would indicate that the system is intelligent according to the “Systems that act like humans” definition, but only appears to be intelligent according to the “Systems that think like humans” definition.

Thinking Humanly: The Cognitive Modelling Approach

• Require an understanding of the actual workings of human minds.
- Cognitive Science: construct precise and testable theories of the workings of human minds through human minds through computer models and psychological experiments.

• Is it necessary for intelligent entities to duplicate human thought process?
- The distinction has helped both AI and cognitive science. (… ?)

Thinking Rationally: The “Laws of Thought” Approach

• Build intelligent systems using logic
- Logic rules such as “syllogisms”: Aristotle is a man; all men are mortal; so Aristotle is mortal.
- In principle, any solvable problem can be solved by logic.

• Not always practical:
- Not easy to express knowledge with 100% certainty in logical notation.
- Intractable: quickly exhaust the current computing power and resources.

Thinking Rationally: The “Laws of Thought” Approach
• A rational agent acts so as to achieve the best outcome, or when there is uncertainty, the best expected outcome.
- No need to imitate human, either internally or externally.
- Not necessarily based on logic.
- Perfect rationality may be computationally to expensive, but a good starting point for limited rationality.

Possible Solutions

• C++/STL. If you are not familiar with the STL library, I encourage you to become so. It supports mainstream data structures and memory management is automatic.

• Java is another supported solution. Version does not matter much.

• If you are just a C programmer, you should get setup on C++/STL as soon as possible.

• For now, just stick with these two alternatives.

( For next time, search Wikipedia for Neats vs. Scruffies. (Two different camps of AI).
Scruffies: Just tries to build a system to solve a problem to see if it works.
Neats: Try to generalize, formalize to build something better; less sloppy.

Lecture 02 – Agents and Environments
11 January 2007

Office Hours are Monday and Friday at 11:30-12:30.
The Seminar is Optional – will focus on Java and C++/STL Skill building.
Recap
• AI is exciting! It challenges existing paradigms.
• There is no real generally-accepted definition of AI, but there are a few that come close.

• Behaviour-centered is a “black-box,” because you don’t care how it works. Thought-centered allows you to look through the box to find out what it is “thinking.”

• Turing said that, “by the year 2000, a system will have a 30% chance of passing a five-minute Turing test.” How do we interpret this 30% chance? Three out of ten times, the human interrogator will be unable to tell the difference between the system and a real human.
- There are problems with the Turing test; it’s not perfect.
- If you give a very difficult arithmetic problem to a computer, it will respond practically instantaneously. To pass the Turing test, the system would need to model human behaviour and take a long time.
• Rationality: Try to do what is best, in a given situation. Doesn’t mean that a human is irrational by definition, it just means that we aren’t perfect.
• Humans don’t actually use logic for everything. Think about how you behave when you first wake up in the morning… It would be very computationally expensive to emulate illogical human behaviour.

Generic Agent

• Agent function: [ f : p* ( A ] 
Asterisk means continuously accumulating.

• Agent should be able to perceive the environment through sensors.

• Agent should also be able to act (deliver physical changes) on the world through actuators.

• The agent makes decisions.
• Examples: Human, robot, software agent (softbot). 
- For Example: Simple Vacuum Cleaner Agent

• Environment: how many rooms are available and whether they need to be cleaned?

• Sensors: location of a room and whether there is dirt.

• Actuators: move around, vacuum dirt or do nothing.

• Performance measures:
- Average amount of dirt vacuumed, electricity consumes and noise generated.

Rational Agent

• A rational agent does the right thing.

• PEAS specifies the setting of an intelligent agent:
- P: The performance measure defines degree of success.
- E: What does the agent know about the environment?
- A: The actions that the agent can perform.
- S: Everything that an agent as perceived so far through its sensors.

• For Example: Automated Taxi Driver
- Performance measure: Safe, fast, legal, comfortable trip, maximize profits.
- Environment: Roads, other traffic, pedestrians, customers.
- Actuators: Steering wheel, accelerator, brake, signal horn.
- Sensors: Cameras, sonar, speedometer, GPS, odometer, engine sensors, keyboard.

• For Example: Medical Diagnosis System
- Performance measure: Healthy patient, minimize costs, minimize lawsuits.
- Environment: Patient, hospital, staff.
- Actuators: Screen display (questions, tests, diagnoses, treatments, referrals.
- Sensors: Keyboard (… MISSING)
• Ideal agent: always takes the action that is expected to maximize its performance measure given the percept sequence it has perceived so far and the knowledge it has about the environment.
• Autonomous agent: capable of determining its behaviour by its own experience.

Rationality ≠ Omniscience

• Omniscience: knowing actual outcome of actions and acting accordingly.

• Rationality: concerning expected success given what has been perceived.
- Can’t take into account something that could not be perceived.
- Can’t take an action that is incapable of taking.
Properties of Environment

• Fully Observable (vs. partially observable): An agent’s sensors give it access to the complete state of the environment at each point in time.

• Deterministic (vs. stochastic): The next state of the environment is completely determined by the current state and the action executed by the agent.
- Strategic: the environment is deterministic except for the actions of other agents.
• Episodic (vs. sequential): The agent’s experience is divided into atomic “episodes” (each episode consists of the agent perceiving and then performing a single action), and the choice of action in each episode depends only on the episode itself.

• Static (vs. dynamic): The environment is unchanged while an agent is deliberating.
- Semi-dynamic: the environment itself does not change with the passage of time, but the agent’s performance score does.

• Discrete (vs. continuous): A limited number of distinct, clearly defined percepts and actions.

• Single agent (vs. multi agent): An agent operating alone in an environment. (When there are multiple agents, agents can work co-operatively or competitively.)

• Difficulty of agent design:
- Simplest: fully observable, deterministic, episodic, static, discrete and single agent.
- Hardest: partially observable, stochastic, sequential, dynamic, continuous and multi-agent.

• Examples:

	
	Chess w/ clock
	Chess w/o clock
	Auto taxi-driver

	Fully observable
	Yes.
	Yes.
	No, partially.

	Deterministic
	No, strategic.
	No, strategic.
	No, strategic.

	Episodic
	No, sequential.
	No, sequential.
	No, sequential.

	Static
	No, semi-dynamic.
	Yes.
	No, dynamic.

	Discrete
	Yes.
	Yes.
	No, continuous.

	Single-agent
	No, multi-agent.
	No, multi-agent.
	No, multi-agent.


Lecture 03 – Agents and Environments II
16 January 2007

Table-based Look-up Agent
• Keep all percept sequences in memory and associate them with the appropriate actions.
• Drawbacks:
- Huge table (e.g., 35 100 entries for chess)
- Take a long time to build the table
- No autonomy
- Even with learning, need a long time to learn the table entries
• Easy to implement, but not realistic. Store and Retrieve.
Simple Reflex Agent 



Model-based Reflex Agent
• No memory of the past.
• A model of the world to conjecture about what may happen
[image: image50.png].
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Goal-based Agent
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• With a range of actions available, we 
favour actions which help us arrive 
at the goal to find the solution efficiently.
[image: image52.png]


Utility-based Agent

• Focus on the performance measure, the 
optimal solution – not just any solution.
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Learning Agent
Lecture 04 – Uninformed Search
18 January 2007

Example: Romania Map Problem
• Problem: drive from Arad to Bucharest.

[image: image54.png]


• Formulate a goal: Be in Bucharest
- Currently in Arad

• Formulate the problem:
- States: various cities on the map
- Actions: drive between two cities

• Search for a solution:
- Sequence of cities, e.g., 
Arad ( Sibiu ( Fagaras ( Bucharest.
• Finite number of states.

State Space Representation

• A set of states which contain all the possible configurations of the objects relevant to a problem.

• A set of initial states.

• A set of goal states.

• A set of actions (or operators) which allow us to move from one state to another.

• Solving a problem is to find a path that goes from an initial state to a goal state.

• Decide a granularity, focus and irrelevancies for optimal effort.
Example: Water Jugs Problem

• There are two water jugs: one is 4-gallon, and the other, 3-gallon.
- Neither have any measuring markers on it. 
- There is a pump that can be used to fill the jugs with water.
- You can pour water from one jug to another or onto the ground.
- How do you get exactly 2 gallons of water into the 3-gallon jug?

• Near-infinite number of states.

• The set of states:

{(x, y) | 0 <= x <= 4, 0 <= y <= 3}

• The set of initial states:
{(0, 0)}
• The set of goal states:
{(x, 2) | 0 <= x <= 4}

• The set of actions:
- (x,y) and x < 4 ( (4, y)…fill 4-gallon jug
- (x,y) and y < 3 ( (x, 3)
- (x,y) and x > 0 ( (0, y)…empty 4-gallon jug
- (x,y) and y > 0 ( (x, 0)
- (x,y) and x+y >= 4 and y > 0 ( (4, y-(4-x))
- (x,y) and x+y >= 3 and x > 0 ( (x-(3-y), 3)
- (x,y) and x+y <= 4 and y > 0 ( (x+y, 0)
- (x,y) and x+y <= 3 and x > 0 ( (0, x+y)

• One possible solution:
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Example: 8 Puzzle Problem
• What is a suitable state space representation for the 8 puzzle problem?

[image: image2.png]Initial State Goal State




• What would a state be? How can you represent a state?
- A 3x3 matrix with elements.
- The state is an enumeration of nine numbers (zero can represent blank).

• What is an action defined as?
- Move the zero (blank) tile into an adjacent tile.
- You can clearly define all the possible actions depending on where the blank tile is.

Search Problems

• Toy problems:
- Concise and exact descriptions are possible
- Performance of algorithms can be compared
- E.g., Vacuum world, 8-queens, and checker.

• Real-world problems:
- People care about the solutions
- No single agreed-upon descriptions. I.e., route finding (network routing and airline travel planning), VLSI design, and robot navigation.

Problem Solving Agent

[image: image3.png]function SIMPLE-PROBLEM-SOLVING- AGENT( percepf) returns an action
static: seq, an action sequence, initially empty
state, some description of the current world state
goal, a goal, initially null
problem, a problem formulation
state « UPDATE-STATE(stale, percepl)
if seqis empty then do
goal+~ FORMULATE-GOAL(state)
problem ¢ FORMULATE- PROBLEM(state, goal)
seq + SEARCH( problem)
action — Fins1(seq)
st REST(seq)
return action





Problem Types

• Deterministic (fully observable) ( single-state problem.
- Agent knows exactly which state it will be in; solution is a sequence

• Non-observable ( sensor-less/conformant problem.
- Agent may have no idea where it is; solution is a sequence

• Example: Vacuum cleaner robot. Room can be dirty or clean. (A/B, C/D, C/D)
- All possible states: (two-room model)
(A, C, C)
(B, C, C)
(A, C, D)
(B, C, D)
(A, D, C)
(B, D, C)
(A, D, D)
(B, D, D)
- Goal? Make all the rooms clean.

• Nondeterministic and/or Partially Observable ( contingency problem.
- percepts provide new information about current state
- often interleave search and execution

• Unknown state space ( exploration problem.
Single-State Problem

• Problem formation:
- using the state space representation.

• Performance measure (additive)
- Does it find a solution at all?
- Is it a good solution (with the lowest path cost)?
- What is the search cost in terms of time and space?
Ideas for Tree Search

• Offline, simulated exploration of state space by generating successors of already-explored states.

[image: image4.png]function TREE-SEARGH( problem, strategy) returns a solution, or failure
initialize the search tree using the initial state of problem
loop do
if there are no candidates for expansion then return failure
choose a leaf node for expansion according to strategy
if the node contains a goal state then return the corresponding solution
clse expand the node and add the resulting nodes to the search tree





Tree-Search Example
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Tree-Search Algorithm
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[image: image6.png]function TREE-SEARCH( problem, fringe) returns a solution, or failure
Jfringe + INSERT(MAKE-NODE(INITIAL-STATE[problem]), fringe)
loop do
i fringe is empty then return failure
node ¢ ReMOVE-FRONT fringe)
if GOAL-TEs{problem|(STATE[node]) then return SoLuTION(node)
fringe « InsRrALL(EXPAND(node, problern), fringe)

function EXPAND( node, problem) returns a set of nodes

successors  the empty set

for each action, result in SUCCESSOR-FN|pmblem)(STATE[n0de]) do
5¢a new Nobe
PaRENT-NODE[] ¢~ node, ACTION|s) ¢ action, STATE[s] ¢~ result
Parit-Costfs] ¢ Pati-Costnode] + STEP-COST(node, action, s)
Deprls] — Depralnode] + 1
add s to successors

return successors




Data Structures for Tree Search
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• A tree node includes the following: 
- state.

The current state of the world as-is.
- parent node. 
Pointer to parent to determine where the goal came from.
- action. 

Inferred from the state change. 
- path cost g(x). 
A function from initial state to current state.
- depth.

Used if there is a depth limit in place. (Will be discussed later).
• A fringe is a queue of ordered nodes.

Measures of Search Strategies

• Completeness: guarantee to find a solution if one exists.

• Optimality: guarantee to find the optimal solution.

• Time complexity: time taken to find a solution
- Measured by maximum number of nodes generated.

• Space complexity: memory needed to perform the search
- Measured by maximum of nodes stored.
Uniformed Search Strategies

• Uninformed search strategies use only the information available in the problem definition

• Different Strategies:
- Breadth-first search. (BFS)
- Uniform-cost search.
- Depth-first search. (DFS)
- Depth-limited search.
- Iterative deepening search.

Breadth-First Search

• Maintain fringe as a queue by putting successors at the end.
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• Example: Search for the number 15.
- Search first row:
[1]
- Search next row:
[2, 3, 4]
- Get 2’s children:
[3, 4, 5, 6]
- Get 3’s children:
[4, 5, 6, 7, 8]
- …

Properties of Breadth-First Search
• Complete? 
Yes (if b is finite)
• Time? 
1 + b + b2 + b3 +…+ bd + b(bd -1) = O(bd+1)

• Space? 
O(bd+1) (keeps every node in memory)
• Optimal? 
Yes (if cost = 1 per step)
Seminar 01 – Introductory Tutorial
18 January 2007

Seminar Overview

• Teaching Assistants:

Robert Collier and Wei Wang

• E-Mail:


ta3700@cis.uoguelph.ca

• Office Hours:

Monday
11:30 – 12:30 (Robert ( Today)






Friday

11:30 – 12:30 (Wei)






...or by appointment

• Tutorials


MACK 223
Thursday 11:30 – 12:30 (Optional)

Outline

• This seminar is useful if you want to learn about C++ and STL. What is the difference between C and C++?
- C++ is object oriented.
• Procedural programming: Divide programming task into data structures and procedures.

• Object-Oriented programming: Divide programming task into objects.
Standard Template Library (STL)

• C++ library of containers, algorithms and iterators.

• Provides many basic algorithms and data structures.

• Templates take care of data types and the STL helps reduce containers.
• & = address of.
* = value pointed.
Lecture 05 – Uninformed Search II
23 January 2007

State Spaces
• States:
- Granularity: The level of detail.
- Focus: The objects in the environment which are relevant.

• Actions: A finite set of operations.

Uniform-Cost Search

• Maintain fringe as queue ordered by path cost
- Equivalent to Breadth-First if step costs are all equal

Properties of Uniform-Cost Search

• Complete? 
Yes, if step cost = e

• Time? 
# of nodes with g = cost of optimal solution, 


- O(bceiling(C*/ e)) where C* is the cost of the optimal solution

• Space? 
# of nodes with g = cost of optimal solution, 


- O(bceiling(C*/ e))

• Optimal? 
Yes – nodes expanded in increasing order of g(n)
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Depth-First Search
• Maintain fringe as a stack by putting successors at the front.

Properties of Depth-First Search

• Complete? 
No: fails in infinite-depth spaces, spaces with loops.




- Modify to avoid repeated states along path.




- It is, however, complete in finite spaces.

• Time? 
O(bm): terrible if m is much larger than d.



- But if solutions are dense, may be much faster than breadth-first.

• Space? 
O(bm) ( linear space!

• Optimal? 
No.

Depth-Limited Search

• Is Depth-First Search with depth limited to l: no successors beyond this level.

[image: image8.png]function Deprr-LiviteD-SEARCH( problem, limit) returns soln/fail /cutoff
RECURSIVE-DLS(MaKE-NODE(INITIAL STATE[problem]), problem, limit)

function RECURSIVE-DLS (node, problem, limif) returns soln/fail /cutoff
cutoff-occurred? « false
if GOAL-TEST[problem](STATE[node]) then return SOLUTION(node)
else if DEPTH[node] = limit then return cutoff
else for each successor in EXPAND(node, problem) do
result < RECURSIVE-DLS(successor, problem, limit)
if result — cutoff then cutoff-occurred? « true
else if result £ failure then return result
if cutoff-occurred? then return cutoff else return failure




Iterative Deepening Search
[image: image9.png]function ITERATIVE- DEEPENING-SEARCH( problem) returns a solution, or fail-
ure

inputs: problem, a problem

for depth< 0 to oo do

result < DEprH-LiniTED-SEARCH( problem, depth)
if result # cutoff then return result
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• Steps Taken:

[1] ( 1

[3, 4, 5] ( 2

• # of nodes generated in a Depth-Limited Search to depth d with branching factor b:
NDLS = b0 + b1 + b2 + … + bd-2 + bd-1 + bd
For b = 10, d = 5: NDLS = 1 + 10 + 100 + 1,000 + 10,000 + 100,000 = 111,111
• Nodes generated in an Iterative Deepening Search to depth d with branching factor b:
NIDS = (d+1)b0 + (d)b1 + (d-1)b2 + … + (3)bd-2 + (2)bd-1 + (1)bd
For b = 10, d = 5: NIDS = 6 + 50 + 400 + 3,000 + 20,000 + 100,000 = 123,456
• IDS Overhead = 
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Properties of Iterative Deepening Search

• Complete? 
Yes

• Time? 
(d+1)b0 + (d)b1 + (d-1)b2 + … + bd = O(bd)

• Space? 
O(bd)

• Optimal? 
Yes, if step cost = 1.

Summary
	
	Breadth-First
	Uniform-Cost
	Depth-
First
	Depth-Limited
	Iterative Deepening

	Complete?
	Yes
	Yes
	No
	No
	Yes

	Time?
	O(bd+1)
	O(bceil(C*/e))
	O(bm)
	O(bl)
	O(bd)

	Space?
	O(bd+1)
	O(bceil(C*/e))
	O(bm)
	O(bl)
	O(bd)

	Optimal?
	Yes
	Yes
	No
	No
	Yes


Lecture 06 – Informed Search
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Romania Map with Distances
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Hill-Climbing Search

• Maintain fringe as a stack but successors are sorted by h(n) values before being added to the front.
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• Problems:
- Foothills: a local optimum, but not a global optimum.
- Plateaus: a point where heuristic information tells nothing; all directions are the same.
- Ridges: a point where all known directions are further away from the goal.
Greedy Best-First Search

• Maintain fringe as a sorted list by h(n) values for all the nodes.
• Complete? 
No – can get stuck in loops, e.g., Iasi ( Neamt ( Iasi ( Neamt ( …
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• Time? 
O(bm), but a good heuristic can give dramatic improvement.

• Space? 
O(bm) - keeps all nodes in memory.

• Optimal? 
No
A* Search

• Maintain fringe as a sorted list by f(n) = g(n) + h(n) values for all the nodes.
- g(n) = cost so far to reach n
- h(n) = estimated cost from n to goal
- f(n) = estimated total cost of path through n to goal

A* Search Example
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A* Search: Special Cases

• If g(n) = 0, then f(n) = h(n)



Greedy Best-First Search

• If h(n) = 0, then f(n) = g(n)



Uniform-cost search

• If h(n) = 0 and unit-cost for g(n), then f(n) = g(n)
Breadth-First Search

• If h(n) is perfect, search will find the goal without waste effort, but what will happen when h(n) is neither perfect nor zero?

Admissibility of A* Search

• Theorem: A* finds an optimal path (the first solution found) if action costs are bounded above zero, and h(n) is a lower bound on the actual minimum cost of the cheapest path from n to a goal node.

• There is no need to check cycles in A* search.
- In case of a cycle, g(n) will keep increasing, since all action costs are bounded above zero.
- Eventually, the algorithm will pick a node on the solution path, if there exists one.

• A* search always finds the optimal solution.
- Suppose n0 is the first goal node chosen from the fringe. If n is another node on the fringe and there is a path through n to another goal node n1, then we have: 
g(n1) >= g(n) + h(n) = f(n), since h(n) is a lower bound on the actual cost.
- Since we assume that n0 is picked before n, we must have: g(n0) = f(n0) <= f(n).
- Therefore, we get: g(n0) <= g(n1), implying that the first path is the optimal solution.

• Admission heuristics:

[image: image62.png]Start node

Fagaras(176)  RimieuVilcea(193) Arad(366)

Search frontier or fringe




Notation:
f(n) = h(n) + g(n)
• By underestimating node A, we are wasting time in search, but we will eventually go back and try another path.
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• Non-Admission heuristics:

Notation:
f(n) = h(n) + g(n)
• By overestimating node C, we failed to find the optimal solution to G2.

• How practical to assure that h(n) never overestimates?

Graceful Decay of Admissibility

• Theorem: If h(n) rarely overestimates the actual minimum cost by more than e, then A* search will rarely find a solution whose cost is more than e greater than the cost of the optimal solution.

• Let n1 be the first goal node found and n0 be the goal node on the optimal path. 
We need to show: g(n1) <= g(n0) + e.

• Suppose that at the time n1 is selected, m from the fringe is a node on the optimal path from s to n0.

• Then, we know: f(n1) <= f(n), since n1 was selected before m. 
Thus, g(n1) = f(n1) <= f(m) = g(m) + h(m), since n1 is a goal node.

• Let h*(m) be the actual cost from m to n0, then by the condition in the theorem: 
h(m) <= h*(m) + e.

• By combining the above formulas, we get: g(n1) <= g(m) + h*(m) + e = g(n0) + e.

• Therefore, the cost of the first solution found is bounded by the optimal cost plus the error e.
A* Search Properties
• Complete? Yes, unless there are infinitely many nodes with f(n) <= f(g).

• Time? Exponential.

• Space? Keeps all nodes in memory.

• Optimal? Yes.

Commonly-Used Heuristics

• Minimizing the difference:


[image: image64.png]Global optimum

Local optimum



h(n) 
= #(misplaced tiles)



= 7

• Manhattan distance:
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h(n) 
= S (|x-x’| + |y-y’|)



= 4 + 0 + 2 + 3 + 1 + 3 + 1 + 3



= 17

• Euclidean distance:
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• How about more than one goal state?
- Always choose the minimum h(n)

Simulated Annealing

• Occasionally make a “bad” move in order to find a global optimum. 
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• Analogy to metal casting:
- Large steps are more probable when temperature is high
- Small steps are more probable when temperature is low.
- Temperature is initially high, but decreases gradually over time

• It can be proved that if T decreases slowly enough, then simulated annealing search will find a global optimum with probability approaching one.

Bidirectional Search

• Forward search: from a start node to a goal node.
- Efficient when the forward branching factor is smaller.

• Backward search: from a goal node to a start node.
- Efficient when the backward branching factor is smaller.

• Bidirectional search: search forwards and backwards alternatively, but how to ensure that the two search frontiers will meet?
- For DFS, no guarantee, but for BFS, guaranteed.
- When useful? Assuming that the branching factor is b and the goal is at depth k, BFS takes O(bk) time, while a symmetric bidirectional search takes O(2bk/2) time.

Lecture 07 – Adversarial Search
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Why Game Search?

• Good domains to measure success or failure: still valid.

• No need for large amount of knowledge; some kind of search will be enough: not quite true.
- For small games like Tic-Tac-Toe, it’s possible.
- For medium games like Checkers, there are about 10 40 positions to explore.
- For large games like Chess, there are about 35 100 positions to search.
What’s Special?

• “Unpredictable” opponent: need to specify a move for every possible opponent’s reply

• Time limits: it’s unlikely to find goal or be perfect ( must approximate

Two-Player Games

• Two players alternate in making moves.

• At each turn, the rules define what moves are legal and what are their effects; no element of chance.

• Each player has complete information about his opponent’s position, including the choices open to him and the moves he has made.

• A game begins from a specified state and ends in a win, a loss, or possibly a draw.

Game Trees

• A game tree represents all possible plays of a game.

• Root node: initial state where the first player has his turn.

• Successor nodes: those that can be reached by both players.

• Terminal nodes: those corresponding to a win, a loss, or a draw.

Tic-Tac-Toe
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( Simplified:
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MiniMax Search

• Static Evaluation Function: estimate the value of a position without looking at any of the position’s successors. Similar to h(n) in state-space search.

• Backup Evaluation: select the min value at the minimizing play and the max value at the maximizing ply.

• Search is performed in a depth-first, depth- limited fashion.
One-Ply Search

• Ply: a half move or one player’s action.
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Two-Ply Search

• Game tree is also called AND/OR graph.
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Three-Ply Search
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Properties of MiniMax Search

• Complete? Yes (if tree is finite)

• Optimal? Yes (against an optimal opponent)

• Time complexity? O(b m )

• Space complexity? O(bm) (depth-first exploration)

• For chess, approximately b = 35, m = 100 for "reasonable" games ( exact solution completely infeasible
Lecture 08 – Adversarial Search II
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Alpha-Beta Pruning
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• Alpha cut-off: a is a lower bound at max-ply used to prune nodes at min-ply level.
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• Beta cut-off: b is an upper bound at min-ply used to prune nodes at max-ply level.
Alpha-Beta Pruning Example
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Alpha-Beta Pruning Algorithm
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Evaluation Functions

• For many games, we typically use a linear weighted sum of features:
Eval(s) = w1f1(s) + w2f2(s) + … + wnfn(s)

• For Chess, 
e.g., w1 = 9 with f1(s) = (number of white queens) – (number of black queens), etc.
How Many Ply Needed?

• How many ply for a chess game?
- 4-ply » human novice
- 8-ply » typical PC, human master
- 12-ply » Deep Blue, Kasparov

• Has one side won?

• How many ply have we already explored?

• How promising it this path?

• How much time is left?

• How stable is the configuration?

Other Two-Player Games

• Checkers: Chinook ended 40-year-reign of human world champion Marion Tinsley in 1994. Used a precomputed endgame database defining perfect play for all positions involving 8 or fewer pieces on the board, a total of 444 billion positions.

• Chess: Deep Blue defeated human world champion Garry Kasparov in a six-game match in 1997. Deep Blue searches 200 million positions per second, uses very sophisticated evaluation, and undisclosed methods for extending some lines of search up to 40 ply.

• Othello: human champions refuse to compete against computers, who are too good.

• Go: human champions refuse to compete against computers, who are too bad. In go, b > 300, so most programs use pattern knowledge bases to suggest plausible moves.
Lecture 09 – Logical Agents
6 February 2007

Knowledge-Based Agents

• A knowledge-based agent is essentially a model-based agent:
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Knowledge Representation

• Knowledge Base (KB):
- Consisting of a set of facts and rules about the world
- Expressed as sentences of a representation language

• Access to KB:
- Add new sentences by TELL
- Query what is known by ASK

Inferences

• ASK is not a simple database retrieval

• Answer to a query may or may not be a sentence added by TELL

• Inference (answering a query) requires deriving new sentences from the old

• The answer should follow from what has been added to KB.
Declarative Approach

• Only tell the agent what it needs to know; the inference is handled by a general procedure.
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- KB: focusing on what (entities and their relationships)
- Engine: focusing on how to derive answers.

Example: Wumpus World
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Wumpus World: PEAS Description
• Reminder: PEAS specifies the setting of an intelligent agent:
- P: The performance measure defines degree of success.
- E: What does the agent know about the environment?
- A: The actions that the agent can perform.
- S: Everything that an agent as perceived so far through its sensors.

• Environment
- Squares adjacent to wumpus are smelly
- Squares adjacent to pit are breezy
- Glitter if and only if gold is in the same square
- Shooting kills wumpus if you are facing it
- Wumpus screams when killed
- Agent bumps when hitting a wall
- Shooting uses up the only arrow
- Grabbing picks up gold if in same square
- Releasing drops the gold in same square

• Performance measure
- gold +1000, death -1000
- -1 per step, -10 for using the arrow

• Sensors: Stench, Breeze, Glitter, Bump, Scream

• Actuators: Left turn, Right turn, Forward, Backward, Grab, Release, Shoot
Wumpus World: Controlling the Environment

• Assumptions:
- The cave is a 4 x 4 grid surrounded by walls
- The agent always starts in square [1,1], facing the right
- The locations of the gold and the wumpus are randomly chosen in those squares other than the start
- Each square other than the start can be a pit, with a probability of 0.2
- In most of these environments, the agent can safely retrieve the gold. In about 21% of the environments, the agent cannot get a positive score.

• Variations:
- Add one more agent so that the two agents can explore the gold together
- Let the wumpus move or have multiple troves of gold or multiple wumpus
- Use a bigger grid for the cave.
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Reflection on Wumpus World

• Not efficient to solve using state space and search

• Agent draws conclusions from available information

• A conclusion is guaranteed to be correct if the available information is correct
- Fundamental property of logical reasoning

• How to build such logical agents?
Lecture 10 – Propositional Logic
8 February 2007

Syntax
• Syntax specifies what sentences are well-formed.
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Simplified Syntax

• Order of precedence: from highest to lowest…
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• Example:
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Semantics

• Semantics defines the truth value of a sentence with regard to a model.

• Truth table for the five logical operations:
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Logical Entailment

• A model is a “possible” world in which a sentence is true.

• A sentence a entails a sentence b iff in every model where a is true, b is also true. This is denoted as a = b. We also say that b is a logical consequence of a.

• When a = b, is it also true that b = a? No, not necessarily.

Inference

• KB can be viewed as a set of conjunctive sentences

• Inference derives a new sentence from the existing sentences in KB, denoted as KB |- a.

• Entailment vs. Inference: entailment is like a needle in the haystack; inference is like finding the needle in the haystack.
Evaluation of Inference Algorithm

• Given an inference algorithm:
- For some sentence a, it holds that KB | – a, and
- For some sentence b, it holds that KB |-/- b

• An inference algorithm is sound if it derives only entailed sentences

• An inference algorithm is complete if it can derive all entailed sentences.
Inference by Model Checking
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• Idea: enumerate all models and check whether KB entails a.
- Sound?
- Complete?
- Complexity?

• Need algorithms that are most efficient on average cases.

Logical Equivalence

• Sentences a and b are logically equivalent if they are true in the same set of models, denoted as a = b.

• Does [image: image32.png]—(o A B) = (—o v —B)



 hold?

• Theorem:[image: image33.png]a=Biffoakpand Bl a



.

• Commonly used logical equivalences: how can they be used?
Common Logical Equivalence
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Validity

• A sentence is valid if it is true in all models:
- A valid sentence is called a tautology.
- E.g., P or not P is valid.
- All valid sentences are equivalent to TRUE.

• Deduction theorem: For any sentences a and b, a |= b iff the sentence a ( b is valid.

• How can we test/verify the validity of a sentence?

Proof of Deduction Theorem

• Suppose a |= b, we show a ( b is valid.
- Let m be any model. If a is true in m, then by definition, b is true in m. Hence, a ( b is also true in m.
- If a is false in m, then a ( b is true in m.
- Thus, we have shown that a ( b is true in any model. That is, a ( b is valid.

• Suppose a ( b is valid:
- For any model m, if a is true in m, b must be true in m. Therefore, a |= b.

Satisfiability

• A sentence is satisfiable/consistent if it is true in at least one model:
- m is a model of a, or m satisfies a.

• A sentence is unsatisfiable/inconsistent if there exists no model that satisfies it.

• Contradiction theorem: a |= b iff the sentence (a and not b ) is unsatisfiable. 
Also called proof by contradiction or refutation.
Proof of Deduction Theorem (Continued)
• To show that (a and not b) is unsatisfiable, we do the following transformation:
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Inference Rules

• Inference rules help derive a new sentence:
- Modus ponens:
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- And elimination:
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• Are they sound?

• What do we gain by having these rules?
Lecture 11 – Propositional Logic II
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Proof

• Proof is a sequence of applications of inference rules that derives a sentence a from a KB.

• Proof is another way of implementing logical inferences:
- Inference algorithm = inference rules + search

• Will finding a proof be more efficient than model checking in many cases?

Resolution

• A powerful inference rule that yields a sound and complete inference algorithm when coupled with a complete search algorithm: 
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- Where (a and γ) is called a resolvent.
Special Cases of Resolution

• Modus Ponens: from {a, not a or b), the resolvent is b.

• Contradiction: from {a, not a}, the resolvent is {}.

• Chaining: from {not a or b, not b or γ}, the resolvent is (not a or γ).

Conjunctive Normal Form

• CNF: a conjunction of disjunctions of literals.

• Example:
[image: image39.png](-Pv(@QAr-R)vS
= (-PvQn(=Pv-R)vS
= SV((-PvQ)A(=Pv-R))
= (Sv(-PvQ)A(SVv(-PVv-R))
=(Sv-PvQA(Sv—PVv-R)




Breaking into Clauses

• A conjunctive normal form allows us to break a sentence into a set of clauses, which are disjunctions of literals.

• Given [image: image40.png](5v—-PvQA(SV—Pv-R)



, we can get two clauses:
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Example

• Consider the following set of clauses:
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• Proof:
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( Thus, the given set of clauses is unsatisfiable.

Resolution Algorithm

• Proof by contradiction, i.e., show "KB and not a" is unsatisfiable:
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Deleting Strategy

• Unlimited applications of resolution may generate irrelevant and redundant clauses:
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• Deleting strategy: remove tautologies and redundant clauses whenever possible:
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Properties of Resolution Algorithm

• It’s easy to show that resolution algorithm is sound, but is it also complete?

• Resolution closure: the set of all clauses derived from the applications of resolution. Is it finite?

• Ground resolution theorem: if a set of clauses is unsatisfiable, then their closure contains an empty clause.

Wumpus KB

• Agent’s KB for the Wumpus world:
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Finding Wumpus

• Building a truth table for KBú= W1,3 needs 4096 entries.

• Using inference rules:
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Problems with Propositional Logic

• Unable to answer “what action should I take?”, but able to answer questions such as “should I go forward?”, “should I turn right?”, etc.

• A large number of propositions are needed to describe the actions. 
For example, 16*4 = 64 propositions for the moves in Wumpus World.

• The world changes over time: 6400 propositions required to specify 100 time steps in Wumpus world.
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